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Great Hedge of India

6 East India Company was one of i 0& —
sgd hmctrsqgh Kk vngkcPrg E?,. s |

6 They assembled a thorny hedge 4 o P /"75@ %
(not a wall!) spanning India. OfE o vl 2l

6 You paid customs duty to bring salt S 0%

over the wall (sorry, hedge).
In 2019, not all graphics cards are allowed
to be used in a Data Center.
Monoplies are not good for deep learning!

[Image from Wikipedia]
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Memory: 11GB Memory: 16 GB

TensorFlow 1.12 TensorFlow 1.14

CUDA 10.0.130,cuDNN 7.4.1 ROCm: 2.7

Model: RESNET-50 Model: RESNET-50

Dataset: imagenet (synthetic) Dataset: imagenet (synthetic)

FP32 total images/sec: ~322 FP32 total images/sec: ~316

FP16 total images/sec: ~560 FP16 total images/sec: 421
References: Reference:
https://lambdalabs.com/blog/2080-ti-deep-learning-benchmarks/ https://github.com/ROCmSoftwarePlatform/tensorflow-
https://www.phoronix.com/scan.php?page=article&item=nvidia- upstream/issues/173

rtx2080ti-tensorflow&num=2



https://lambdalabs.com/blog/2080-ti-deep-learning-benchmarks/
https://www.phoronix.com/scan.php?page=article&item=nvidia-rtx2080ti-tensorflow&num=2
https://github.com/ROCmSoftwarePlatform/tensorflow-upstream/issues/173

Hopsworks hides the Complexity of Deep Learning

Hopsworks
REST API

Hopsworks
Feature Store

[Adapted from Schulleye t Al ATechnical Debt of MLO ]



Hopswo rks Applications

Datasources API

The Platform for Data Intensive Al

Dashboards

Machine Learning, Deep Learning &
Model serving




Hopsworks

Distributed Applications
Machine Learning
Datasources & API
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Streaming
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Datasources

Hopsworks

Orchestration in Airflow

Batch
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Streaming
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TRANSLATE SPEECH RECOMMENDERSIMULATIONS WEATHER EDUCATION SEISMIC MOLECULAR
PROCESSING SIMULATIONS

Machine Learning Scientific Apps

Frameworks

Scaffe2 PYTORCH  FTensorflow  ONNX

MIOpen rocBLAS rocPRIM RCCL

) MP HIP PythonE
Runtimes & Open - Openc Y
Drivers .

ROCmKernel Driver

Middleware and
Libraries

Open source stack
Latest ML Frameworks

Optimized Compilers, Math
& Communication Libraries

CONDA 2Numba
Write parallel GPU
algorithms entirely from
Python2

#slurm.

Bktrsdg Rb kd!
SLURM and Kubernetes
Extensions



' Distro: Upstream Linux Kernel Support
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ubuntu® @ rednat centos SUSE

1100+ upstream ROCmdriver commits since 4.12 kernel
https:// github.com/RadeonOpenComputéROCK-KernelDriver
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Programming Models

HIP OpenMP || Python2 || OpenCli2

LLVM -> AMDGCN Compiler

AMDGPU Code

LLVM: https://livm.org/docs/AMDGPUUsage.html
CLANGHIP: https://clang.llvm.org/doxygen/HIP_8h_source.html



https://llvm.org/docs/AMDGPUUsage.html
https://clang.llvm.org/doxygen/HIP_8h_source.html
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ROCmenablement upstreamed to mainline and latest version supported
Support for major applications and benchmarks
Support for fp32 and fpl6 precisions

Community supported AMD ROCm Community Supported Builds
build for TensorFlow . : Support for automatic mixed precision viarocPyX (ROCm
uild Type Status Artifacts P T h E t .
nsorflow 3 orc xtensions
Linux AMD ROCm GPU Nightly [ buid |passng JUEYIREN y )

Linux AMD ROCm GPU Stable Release w Release

A guest post by Mayank Daga, Director, Deep Learning Software, AMD

https://medium.com/tensorflow/community-supported-amd-
rocm-build-for-tensorflow-e8e9ac258369

Available today as aDockeq 2 b n ivos ds Rytindng PIP Available today as aDockd g 2 b n orddildfrom spurce

wheel



https://hub.docker.com/r/rocm/pytorch
https://medium.com/tensorflow/community-supported-amd-rocm-build-for-tensorflow-e8e9ac258369
https://hub.docker.com/r/rocm/tensorflow
https://pypi.org/project/tensorflow-rocm/
https://hub.docker.com/r/rocm/tensorflow
https://pypi.org/project/tensorflow-rocm/

Helps realize the incredible benefits of highperformance, highly-tuned Deep Learning primitives
A Single Precision (FP32), Half Precision (FP16), Mixed Precision and bFloat16 supported
A >500 Operators Accelerated. Hand tuned Assembly Operations
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ACTIVATION CONVOLUTION POOLING NORMALIZATION RNNs Embeddings
RelLU Winograd Max, Average LRN
Sigmoid FFT Batch Normalization LSTMs
TANH Direct GEMM
Leaky RELU Implicit GEMM

_ _ GRU
Dilated Convolutions

Dropout Group Convolutions

SoftMax Transpose Convolutions

https:// github.comfROCmSoftwarePlatforivIOpen


https://arxiv.org/abs/1910.00078
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tﬁﬁ | Support for Robust Al Compiler Technologies

@":: £ Learn more aboutMLIR on l

MLIR =1 ROCmat TensorFlow World
AMDZ1 arm ((cerebras Google UrﬁVﬁekS_ — — — —
GRAPHCORE sZhabana @

ZNVIDIA Qualcomm SambaNova SAMSUNG
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XLA enabled onROCmand Upstreamed
Performance improvements realized

over classic backend MLIR-based TensorFlow A
applications
MLIR MIOpen Stream .
i MLIR MIOpenDialect
Dialect Executor p

+
Kernel execution

Basic functionality enabled onROCm MIOpenv hsg 2Bnl onr| akde
Upstreaming in progress MLIR-aware MIOpen Convolutions A LLVM IR

Dkhl hm sashweakn it qd ne Bnmgenkt shnmr
erformance optimizations



https://conferences.oreilly.com/tensorflow/tf-ca/public/schedule/detail/78404
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' ROCmPerformance Improvements

>1.5XYearover-Year Software Performance Improvements on the Same Hardware

180%

157%

160% 153%

140%

120%
100% 100%

80%
Oct '18 Oct '19
ResNet50 128 ®Inception3 128

Relative Performance

ROCmis on a monthly release cadence packed with new features and performance optimizations released both
as source and docker containers

All performance measured on a single MI25 GPU using fp32




RCCL- Optimized collective communication operations

library. Support for Infiniband and RoCEhighspeed network
fabrics. Designed for Easy MPI integration

l * * l

1 t

y K3 ECE o | X BB~ I = o |

] \\ e 1 o Eight Nodes with RDMA T il I

lil \ il l:l j 10 oaes Wi [ l:l |:| o |
— i e |

PyTorchi ResNet-50 PyTorch| ResNexthl »

Rade t (TM) MI50, FP32, B
Radeon Instinctan MIS0, FP32, BS 128, 1Proc/GPU ., adean Instinct (TM)
00000 92%

64X
84%
56X
00000
11111

ZSDO

PPPPPPPPPPPPPPPPPPPPPPPPPPPPPPP

40X =
D 91% a2x &
6400 £ 1500 24X &
4800 929, .-
6X
3200 92%
1600 100% % 96% 100% 96% 94% . I 8X
0 —es [ —ae — - 0X
1GPU PU

Chordal Ring with Infinity Fabric ~ All

to All Communication
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" Tools: System Management

ROCmSystem Management Interface (SMI)
rxrsdlil "¢l hmhrsqg snqPr snnl
monitoring of GPU devices inROCmenabled system.

ROCmValidation Suite (RVS
A cluster management tool for detecting and troubleshooting @
software and hardware configuration issues, basic diagnostics,
integration issues and system performance.

GPUP GPU Properties

GM Module GPU Monitoring

PESM Module PCl Express State Monitor
RCQT Module ROCm Configuration Qual Tool
PEQT Module PCIl Express Qualification Tool

SMQT Module SBIOS Mapping Qualification Tool

PBQT P2P Benchmark & Qualification Tool
PEBB Module PCI Express Bandwidth Benchmark
GST Module GPU Stress Test

ithub.com/ROCm-Developer-Tools/ROCmValidationSuite https://github.com/RadeonOpenCompute/ROC-smi



https://github.com/ROCm-Developer-Tools/ROCmValidationSuite
https://github.com/RadeonOpenCompute/ROC-smi
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=" ' Tools: Debugger and Performance Profiling
ROCMDebugger ROCMPerformance Profiling
A multi-architecture x86 64 CPU and amdgcn GPU rocProfiler allows collection of GPUHW Counter. rocTracer is a
debugger. Support for amdgcn ISA level and x86 64 ondemand tracing with generic g t ms hBEvent®, Callback and
debugging via GDB There will be rocm debugger APIs Activity API. rocTX provides code annotation markers to profile
available for 3rd party debugger developers. specific sections of code.

https://github.com/ROCm-Developer-Tools/rocprofiler

https://github.com/ROCm-Developer-Tools/roctracer



